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Abstract—The cost of electricity contributes significantly to the operating expense incurred in hosting cloud services. It is necessary
to consider this cost while charging the consumers for their service utilization. In this work, we arrive at a metering mechanism
for cloud services, in which the price of a cloud service tracks the variable input cost of electricity from a smart grid. The power-aware
cloud metering developed here is a dynamic pricing and billing model where tariff for a cloud service is varied in accordance with
the input electricity cost. We arrive at a model for power consumption of virtual machines hosted on the cloud infrastructure. This
power consumption model is used in calculating the cost of operation of the service. A cloud instance leased by a consumer is billed
based on the cost of operation obtained, and its resource utilization. Experimental results validate the approach presented.
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1 INTRODUCTION

THE CLOUD computing paradigm has gained momentum
owing to the development of virtualization technology.

Virtualization is the process of creating virtual copies
of resources that can be deployed on a physical server. The
tangible unit of cloud service, a cloud instance, is a virtual
machine (VM) deployed over the infrastructure. Cloud
computing provides for availing a set of computing
resources such as compute power, network, memory and
storage space over the Internet by individuals or organiza-
tions for a fee. These services are hosted in large-scale data
centers by service providers and are sold on demand, both
in terms of duration and quantity.

The service provider incurs a cost in terms of electricity,
equipment and personnel in hosting these services over the
Internet. The capital expenditure (CapEx) is the fixed cost of
machinery, facilities, etc., while the operating expenditure
(OpEx) which is much larger over a period of time [1]
comprises for the most part the cost of electricity. The cost of
the electrical infrastructure for running data centers is quite
large, often exceeding the cost of IT equipment, as such
infrastructure is quite sophisticated [2], and the running
cost of electricity over a period of time handily exceeds the
cost of equipment and infrastructure [3]. Power consump-
tion in data centers is a major concern [4], [5], [6], [7]. Power
consumption at the VM level (rather than individual servers
or whole data centers) is also of interest [8], [9].

Thus, the pricing of cloud services offered to the
consumer should consider the cost of electricity as a
guiding factor. Here we describe a method to achieve the
mapping between the input electricity cost and the output
price of the cloud service. The problem is of particular
interest here because the cost of electricity is time-variant

and dynamic owing to the presence of smart meters [10], [11].
In our solution, we determine the power consumption of
individual VMs and based on the cost of electricity at that
instant of time, calculate the fee to be levied to the
consumer. Hence we arrive at a solution which tracks the
output price of the service as per the varying input cost of
electricity.

In 2007, the electricity consumption in data centers was
recorded as 12 GW (giga watts); in 2011, the recorded
power consumption was 31 GW [12], almost thrice that of
2007. In 2012, the power consumption exceeded the predicted
value of 19 percent increase, and grew by 63 percent globally
[13], [14]. As can be seen from various reports, the power
demand of data centers is increasing at a fast pace. With this
in consideration, it is extremely important to make server
farms or data centers (in this paper, we use ‘‘server farm’’ and
‘‘data center’’ interchangeably) hosting the cloud power-
aware. Cloud infrastructure management involves various
tasks like:

1. provisioning VMs (or cloud instances);
2. workload placement;
3. scheduling cloud instances; and
4. monitoring and metering.

Each of these tasks can be made power-aware. Power
awareness in provisioning of VMs is discussed in [9].
Optimal workload placement for energy efficiency has
been dealt in detail in [15], [16]. Various methods of
scheduling VMs on a cloud infrastructure, like powering
off idle servers hosting VMs [17], are seen. Our focus in this
work is limited to the monitoring and metering aspects of
power awareness in data centers. Some work on metering
cloud services based on infrastructure utilization but
without reference to power consumption, is discussed
elsewhere in [18]. In this work, we develop a metering
mechanism for the cloud infrastructure which tracks the
input electricity cost payable to a smart grid.

Qureshi et al. [19] highlight the importance of using the
variability of electricity price across geographies to reduce
data center costs. Our work extends the idea to vary the
charge on the consumers based on the variation in
electricity costs.
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In this paper we describe a power-aware metering
mechanism for cloud services. This approach caters to the
need for a dynamic pay-per-use model in the cloud
environment based on real-time pricing of electricity. We
use the analytical power model proposed by Heath et al.
[20] to arrive at the power consumption of a cloud instance
hosted on the infrastructure based on its resource utiliza-
tion. The premise of this work is to use the variability in
cost of electricity to run the data center as a basis to
determine the price of the cloud service. To this end, this
model enables us to record the resource usage per cloud
instance and to generate a bill based on two factors, viz.,

1. the marginal power consumption of the cloud
instance; and

2. the current input cost of electricity as specified by
the smart power grid/source.

Studies show that the energy consumption rises and
falls with computing resource utilization [4], [5], [8], [17].
This is one of the bases for our approach, where we use the
resource utilization to determine the power consumption
of the cloud instance.

Davison et al. [21], in the course of developing a model
for electricity spot prices, indicate that the price of
electricity is seasonally variant. Power price is guided by
demand and supply factors. Alvarado and Rajaraman [22]
discuss price volatility in electricity markets and reasons
for the prevalent spot prices. Domingues [23] sheds light on
the impact of renewable energy on the pricing of electricity
in a liberalized market. It is also known that solar energy
usage leads to variable power price [24], because, after all,
solar energy supply itself is inherently variable [25]. The
same is also true of wind energy supply [26]. Thus, as solar
and other alternative-energy sources see increasing use, we
may expect that variable power supply cost will become an
inevitable reality for all large power consumers including
IT systems used by cloud providers.

Smart meters in the power grid, also called advanced
metering infrastructures (AMI) [27], are devices that include
basic hourly interval meters, meters with one-way com-
munication, and real-time meters with built-in two-way
communication capable of recording and transmitting
instantaneous data. The recorded data are provided to
both consumers and energy companies at least once daily
[28]. AMI help realize time-based rates and demand-
response actions at the user end. These devices perform
real-time registrations of electricity usage, whose data are
used for billing and other purposes. They allow obtaining
the usage information both locally and remotely. Smart
metering and smart tariffs are implemented in various
power grids across the globe [29].

Electricity pricing provided by smart meters [11] in the
power domain provides a starting point for us to price
cloud services. The power-aware metering proposed in this
paper aims at providing a dynamic pricing mechanism for
cloud service providers. The service provider specifies a
price based on the current electricity cost input from the
power grid and cloud utilization using the power model
described. It is then at the consumer’s discretion to
continue using the cloud instance by paying the specified

amount, or to terminate the cloud instance. We propose to
achieve a metering mechanism analogous to the advanced
metering infrastructure in the power grids.

The computing resource needs of a cloud consumer are
time-variant, and hence the power footprint of the
consumer also varies with time. It is well known that the
cost of power is the primary cost of maintaining a large
data center and that this cost is passed on to consumers.
Given the reality of smart metering of power supplies by
electricity suppliers the world over, it therefore makes
sense for the vendor to use similar smart metering
technology to recover the cost of power from consumers.
It is also in the best interest of the consumer to have a
varying service price, as then the consumer can decide on
service utilization based on this. There is a need to con-
sider these facts while metering service utilization. Cur-
rent implementations of metering mechanisms [30], [31],
[32] in cloud environments are based on service level
agreements (SLA) or bid amounts which govern the pro-
visioned capacity. These are fixed-cost, post-paid service
models. The limitation of these models is that consumers
are billed based on a predefined tariff for the utilization.
This predefined tariff does not consider the variation in
the input cost of electricity. There is no existing system
that performs metering of a cloud service with due con-
sideration to the varying cost of power consumption. This
is our motivation to develop power-aware metering for
cloud services.

We propose a dynamic pricing scheme for cloud
services which varies according to the input cost of
electricity. Specifically, we do the following in this paper:

1. Classify the existing power models for servers as
component-specific power models and system-level
power models, and compare them.

2. Arrive at a power consumption model for cloud
instances based on a system-level power model.

3. Develop a cost model for cloud services which is
aligned with the dynamic electricity pricing provid-
ed by a smart grid.

4. Use the above to generate the dynamic price
charged for a cloud service based on the input cost
of electricity.

This work has not been done in any of the earlier papers
such as [33] which look at using electricity smart meters in
data centers without considering power-aware metering of
the cloud itself.

Incorporating variation of power into cloud service
pricing introduces ‘‘price uncertainty’’ into the system and
can make it hard for the consumer to decide whether to
continue using the service or terminate the instance. In
order to overcome this disadvantage, we can incorporate a
price prediction mechanism for cloud services [18], or use a
predicted price of a smart grid with suitable mechanisms
[34], making appropriate modifications to suit industrial
applications such as large-scale data centers to obtain the
instantaneous price for a cloud service that is published to
consumers to aid their decision making. Price prediction
and its economic aspects are beyond the scope of this
paper, hence we do not discuss them here.
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The rest of the paper is organized as follows. We
describe the architecture of the metering mechanism
proposed and its deployment in the cloud hosting data
center in Section 2. In Section 3 we evaluate the prevalent
power models for physical servers, describe the most
suitable for our work and arrive at a power model for cloud
instances. It may be noted that the primary motivation for
the previous power models described was to record power
consumption in servers and to minimize the overall power
consumption in a data center; the goal our work is to use
the power consumption recorded to perform metering of
the cloud service. Minimization of power consumption is
thus not the main objective. The total cost of operation for
cloud service deployment, the pricing scheme, and billing
calculations are detailed in Section 4. Section 5 describes a
prototype implementation of the power model and the
billing calculations. Our experimental results are presented
in Section 6, and Section 7 presents our conclusions.

2 POWER-AWARE METERING ARCHITECTURE

A cloud deployment essentially consists of a controller
node which maintains information about the entire
deployment. This controller node is attached to various
nodes (hardware such as servers) on which the cloud
instances, i.e., VMs, are installed. The internal network of
the cloud infrastructure typically utilizes private network
addressing. Cloud instances are made available to the
consumers using public IP addresses. A schematic repre-
sentation of a generic cloud system deployment is as
shown in Fig. 1. In this work we assume that the servers
deployed in the data center are of uniform capacity.

The elements of power-aware metering can reside on the
controller and perform the metering operation, or can be
deployed on a different server. The system resource
utilization by the VMs can be obtained using performance
counters [35] or using an off-the-shelf monitoring tool.

Monitoring of the system resource utilization is an
important aspect in any form of metering; power-aware
metering is no exception. Monitoring for system resource
utilization happens at two levels. At the infrastructure
level, the utilization of system resources is monitored and
stored appropriately, so that the data are available for
further use during billing. Cloud instances which are

essentially VMs hosted on the cloud infrastructure are
monitored for their individual system resource utilization.
These data are stored for use during billing.

Monitoring cycles are defined such that the sampling
interval is an integral factor of the duration after which the
power grid prices are updated. This time interval defines
the granularity of generating the bill—for example, if the
time interval is one hour, a bill can be generated every hour
based on the utilization and the dynamic price specified by
the power grid. (Or the hourly bill can be stored and added
to the monthly bill).

The cost model determines the operational cost of
running the infrastructure at various utilization levels. It
is based on this cost model that the bill amount is
calculated. Cost modeling considers various parameters
like the price of electricity as prescribed by the power grid,
the utilization level of the cloud infrastructure, and the
pricing scheme specified by the service provider.

The pricing values can be supplied as a look-up table by
the service provider. In our work, we propose to use a
simplified pricing scheme as explained in Section 4.2. The
pricing scheme may consider the operational profit of the
service provider and related costs involved.

Consolidated monthly bills and on-demand bills are
generated in the billing module. Equation (12) which
calculates the consolidated bill for a specified time period
is implemented in this module. The generated bill is
returned to the consumer.

The power aware cloud metering architecture is shown
in Fig. 2.

3 POWER MODEL EVALUATION

The power consumption of a subsystem of a working
system in production environments cannot be monitored
using instrumented hardware. This is because such
instrumentation results in reduction of operational effi-
ciency of the system and might also interfere with other
aspects like cooling and ease of maintenance. Therefore, in
order to determine the power consumption of the infra-
structure components in real time, it is necessary to have a
method to characterize the power consumption. This is

Fig. 1. Schematic representation of a cloud system.

Fig. 2. Power-aware cloud metering architecture.
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achieved by using a power model which determines the
system power consumption based on certain parameters
that define the system resource utilization. These param-
eters are collected at run time using software.

We classify the power models into two major classes, viz.,
1) component-specific power models; and 2) system-level
power models.

Component/subsystem-specific power models character-
ize the power consumption of such components or subsys-
tems accurately. However, when a system view of power
consumption is considered, the error increases when the
power consumptions of other subsystems are not considered.
Multiple such power models may therefore be necessary to
obtain the entire system’s power consumption, which would
increase the complexity of the metering mechanism.

To circumvent the problems of loss of accuracy and
increase in complexity, we evaluate some power models
which provide a view of the system-level power consump-
tion. Many power models that provide system power
consumption are developed using instrumented hardware.
Owing to the fact that it is impossible to deploy
instrumented hardware in production systems for reasons
stated earlier, we evaluate some analytical power models.
We draw a comparison between the various power models
that provide a system-level view. Analytical power models
are applicable to a larger number of cloud systems.
Appropriate parameters can be chosen and the same
power model can be used with minor or no changes in a
system with different hardware deployment. It is impor-
tant to choose a power model which provides a right
balance of ease of use and effectiveness in the metering
mechanism.

Further, there exists no analytical model for power
consumption of a cloud instance. We derive the relation
between the resource utilization and power consumption
of a cloud instance in Section 3.3. For this purpose, we
make use of an analytical model [20] which provides the
relation between system resource utilization and power
consumption for a VM.

3.1 Component-Specific Power Models
Lefurgy et al. [36] for example study power consumption of
memory and microprocessor subsystems of commercial
servers. Energy consumption is based on the structured
workloads and there is a system-wide approach to reduce
the power consumption. Bianchini and Rajamony [37]
provide an exhaustive survey of the then state-of-the-art
mechanisms for power consumption. These are some of the
earlier attempts at power modeling the data center
hardware. Some of the more recent work can be character-
ized as follows.

Ranganathan et al. [38] determine the power consump-
tion of the system by estimating the power consumption of
the CPU. The argument presented is that the CPU is the
greatest consumer of power in a blade server, and hence
the system power consumption is determined using the
processor power consumption within an error bound of
10 percent. The approach followed by them is to determine
the 90th percentile resource utilization and multiply it by
the rated power for the system. The results obtained in their
work involve significant levels of approximation.

Deng et al. [39] derive a relation for memory power
consumption in their work based on the number of LLC
misses that occur per unit time. Memory power consump-
tion is determined as a sum of the power consumption of
bus, bank and the memory chip.

Though these component-specific models are accurate
on their own accord, using any of them independently in
our work results in extreme levels of approximation on one
hand, while using several of them together would result in
increasing the complexity of the metering mechanism.
Hence we evaluate the possibility of using a system level
power model as indicated in the next subsection.

3.2 System-Level Power Models
There have been various approaches to power modeling at
system level. Some of these approaches use instrumented
hardware to determine the power consumption of the
component/sub-system while others determine the power
consumption of the system empirically. A few approaches
under each of these categories are discussed in this
subsection to help appreciate the necessity of an analytical
power model rather than using an empirically determined
power model.

3.2.1 Complete System View for Power Consumption
Recently, Choi et al. [40] describe a mechanism to achieve
power-aware application packing in large cluster deploy-
ments. The goal of their work is to minimize the power
consumption in a data center. Jang et al. [41] discuss energy
reduction methods using memory-aware VM scheduling.
All of the above use some form of power model to suit the
need.

In the above, the power consumed is represented as the
sum of the subsystems’ power consumption

Ptotal ¼ Pidle þ Pcpu þ Pmem þ Pio þ Pnet: (1)

A full system view of power consumption of the server is
obtained by Economou et al. [42]. This model uses the
resource utilization values of the server subsystems and
obtains the power consumption as a weighted sum of the
individual resources. This power model needs an offline
calibration run, where the power consumption behavior of
the system is recorded. Using the results of this calibration
run, power consumption of the deployed system is
calculated as

Ptotal ¼ 14:45þ 0:236 Ucpu þ 4:47� 10�8 Umem þ 0:00281 Uio

þ 3:1� 10�8 Unet: (2)

We note that in (2) the coeffcients of memory and net-
work subsystems are negligible (of the order of 10�8) and
hence these can be ignored. This fact is further strength-
ened by the findings in [43]. Also, in the power model
described above the coefficients vary from system to sys-
tem. It is difficult to normalize those coefficients over a
large variety of systems.

3.2.2 Experimental Analysis of Power Consumption
and Power Characterization

An experimental approach to determine the power
consumption of servers is proposed by Krishnan et al.
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[44], who use the rated power consumption of servers; the
power consumption of each resource is determined by
activating that particular resource to 100 percent while
keeping others idle. The key finding in this work is that the
power consumption is additive in nature for increased
number of cores used in the system.

3.2.3 Power Consumption Modeled as a Function of
Supplied Voltage and Operational Frequency

Power modeling of servers has been achieved in the past
using various techniques with parameters like the supplied
voltage and processor running frequency [45]. Power
measurements in [45] are made at particular frequencies
of operation. As the frequency changes, the power
consumption changes, given by

Pi / fi � V 2
i : (3)

This relation is applicable to each subsystem i in the
system, where i is one of fcpu;memory; io; networkg.

3.2.4 Analytical Power Model
Bircher and John [46] use a subset of processor events and
corresponding CPU performance counters to determine the
activity level of the processor and memory subsystem.
Based on the utilization level, the power consumed by the
system is calculated using the relation in (4). This model
accounts for parallelization in instruction execution.

Ptotal ¼ Pidle þ Ppeak �Active%þ PParallelization�FetchedOpsCycles
: (4)

Heath et al. [20] derive an analytical power model based on
the resource utilization and the rated power consumption
of the system component. We use this analytical power
model to obtain a relation between the utilization of a
service and the power consumed. The power model is
described as follows:

Ptotal¼B þMcpu
Ucpu
Ccpu

� �
þMmem

Umem
Cmem

� �
þMio

Uio
Cio

� �

þ Mnet
Unet
Cnet

� �
(5)

where,

Ptotal power consumed by the server (in Watts),
B base power consumed by the server when it is

idle (in Watts), each Mi is the measure of
power consumption of resource i when
operated at 100 percent capacity, Ui is the
utilization of resource i on the server, Ci is the
capacity of resource i on the server, one of
fcpu;memory; io; networkg.

Essentially, (5) calculates the amount of power consumed by
the service (CPU, storage disks, network equipment, etc.,)
over the base power necessary to keep the infrastructure
running, for every utilized resource. This analytical model
can be reduced to most other power models described in the

literature with little or no modification. For instance (5) can be
reduced to (2) by using the appropriate constants. If

B ¼ 14:45

Mcpu

Ccpu
¼ 0:236

Mmem

Cmem
¼ 4:47� 10�8

Mio

Cio
¼ 0:00281

Mnet

Cnet
¼ 3:1� 10�8

then we see that (5) reduces to (2).
The above is an indicative example to illustrate that the

analytical power model is a generalization of other power
models discussed.

The total power consumption of the cloud server farm is
given by P ¼

P
i Pi, where P is the total power consumed

by the server farm, and Pi is the power consumed by
machine i.

In our work, we use (5) as the basis to determine the
power consumption of the cloud instance. This is because
(1), (3), and (4) are closely tied to the hardware and need
some sort of calibration to accurately characterize the
power consumption of the server, but (5) does not need
any calibration run on deployment, is generic, and is
applicable to a larger class of hardware systems hosting
cloud infrastructures.

A tabular comparison of the power models is given in
Table 2. To develop a metering mechanism that works well
in real time, the desired properties of the power model are
that it should have a low approximation, depend on no
specific hardware support (like instrumented boards) and
it should be generic so that it can be applied to any cloud
system. As can be seen, it is advantageous to use an an-
alytical power model to characterize the power con-
sumption of the cloud instances. We derive the power
consumption of a cloud instance using an analytical model
for servers based on (5). This is a generic approach without
needing any instrumented hardware or calibration.

3.3 Cloud Instance Power Consumption
A cloud instance is essentially a VM hosted on one of
the bare metal servers in the data center. In order to
model the power utilization of a cloud consumer for the
service availed, it is necessary to determine the power
consumption of the particular cloud instance assigned
to the consumer. Cloud instances are hypervisor process-
es running on the servers in the data center. Hence to
determine the instance power utilization, we monitor the
resource utilization of the process in which the cloud
instance is running.

There is no direct way to determine the power
consumption of a cloud instance. The two possible ways
of determining the power consumption of VMs are: 1) using
instrumented hardware to run a single VM and determine
the power consumed by the hosting machine; and 2) es-
timating the power consumed by a VM by recording its
resource utilization.
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Some earlier methods [9] use instrumented hardware to
host a single VM. The power consumption of the server is
recorded using instruments attached to the server. Power
consumption of the server while idle is also noted. The
power consumed by the individual VMs in this setup is
calculated as the difference in the power consumed by the
server when the VM is operational, and the idle power
consumption.

Chen et al. [8] provide an extensive discussion of
profiling the power consumption of VMs. The key finding
of their work is that when the vCPUs are mapped to
threads on the physical CPU, as in case of a cloud en-
vironment, the power consumption of the VM follows the
power consumption of the hosting hardware. It is known
that the kernel-based VM [47] architecture spawns VMs as
independent threads on the hosting hardware. Hence, the
power consumption of the virtualized cloud increases
linearly with an increase in the workload running on the
cloud instances. A similar argument is provided for the
memory subsystem. Power consumption by a VM is
considered to depend on the actual physical resources
utilized by the VM. See [8] for details. Taking this key
finding for a premise, we develop the following power
model for the cloud instances, based on the resource
utilization of the VM.

Now, to determine the power model for cloud instances,
let ui be the utilization of resource i of a cloud instance j. A
cloud instance is essentially a process (like KVM or Xen)
executing on a server. It follows from the above discussion
and (5) that the power consumed by the cloud instance is:

pj¼Mcpu �
ucpu
Ccpu

þMmem �
umem
Cmem

þMio �
uio
Cio
þMnet �

unet
Cnet

(6)

where,

pj power consumed by the cloud instance j (in Watts),
Mi measure of power consumption of resource i of

hosting machine full utilization (in Watts),
uj utilization of resource i by cloud instance j, and
Ci capacity of resource i on the hosting machine.

As the power consumption of the network and i/o subsys-
tems are negligible when compared to the power consumed
by the processor and memory subsystem [43], these terms can
be ignored from (6) without causing a major error in the total
power consumed. McCullough et al. determine that the
power consumption of the processor subsystem accounts for
85 percent of the total system power consumption and the

TABLE 1
Symbols Used in Power Model Evaluation

TABLE 2
Comparison of Power Models
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memory subsystem accounts for less than 10 percent of the
total system power consumption. Based on the findings in
[43], we can conclude that the power consumption of the
memory subsystem is close to 11 percent of that of the
processor subsystem. Hence for all practical purposes we
can consider the below equation to determine the power
consumed by the cloud instance

pj ¼Mcpu �
ucpu
Ccpu

þMmem �
umem
Cmem

(7)

or,

pj ¼ 1:11 Mcpu �
ucpu
Ccpu

� �
: (8)

Equation (8) above represents the marginal increment in the
total power consumed by running the instance j. This
equation is used later to develop a cost model of the data
center hosting the cloud; specifically, to calculate the total
power consumed by the hosting infrastructure (9).

4 ECONOMIC MODEL

We establish the relation for cost of operation as a function
of the price of electricity specified by the electricity service
provider, the resource utilization, and the base operational
cost to keep the infrastructure running. A pricing scheme
and the bill generation process are discussed in Section 4.2.

4.1 Cost Model
From (8) in the previous section, we determine the power
consumed by a cloud instance that is deployed. The power
consumption of the cloud-hosting data center is the sum
total of the power consumed by all cloud instances and the
power needed to keep the infrastructure running. Hence,
the total power consumed is given by

Pcloud ¼ B þ
X
j

pj: (9)

The marginal cost of operation of one cloud instance is then
determined as a function of:

. the current electricity cost as indicated by the service
provider for a defined time interval, � ($/kWh)

. the base cost ðBÞ incurred in running the service
(this includes software license costs, hardware
maintenance cost).

We define the cost of the cloud service at time t as:

Ct ¼ Bþ � � Pcloud (10)

where,

Ct Total cost (in $) of running the cloud at time t
B Base cost of the service,
� Cost of electricity as specified by the power

service provider in ($/kWh),
Pcloud Power consumed by cloud (in Watts).

We need to note that the cost of operation defined above
is variable due to amortization and increase in the license
refresh cost. However, in our work we do not focus on
these aspects and abstract these as B. The cost of operation
defined in (10) is used to calculate the bill amount for the
cloud instance hosted on the infrastructure.

4.2 Pricing Scheme
Pricing for the cloud service can be applied based on
multiple considerations. Buyya et al. [48] list various pricing
considerations. Historically, flat-pricing models and other
simple proposals [49] were considered for pricing Internet
services. However, these are not applicable in the current
cloud scenario given variable electricity costs.

Current service providers like Amazon [50] and Rackspace
[51] price cloud instances mostly based on their configuration
and duration of use. Another prevalent practice is to charge
consumers a fixed price for a lease period like the Amazon
reserved instance [50].

Assuming that we know the capacity of the hosting
infrastructure, we divide the base cost of service among all
the cloud instances that are hosted. This component forms
the fixed cost of using the cloud service by consumer �.

Our pricing model incorporates the following parameters:

1. fixed cost of utilizing the cloud service;
2. an elastic cost which varies according to the

utilization; and
3. balance factor cost which is used to reduce the gap in

the available resource and actual resource demand.

The price per cloud instance is defined by

pðj;tÞ ¼ �þ k uj �
Ct
C
� � C�

X
j

uj

 ! !
(11)

where,

pðj;tÞ price of the cloud instance j at time t (in $),
C the total system resource capacity,
� fixed cost of utilizing the cloud,
Ct total cost of operation of the cloud service from (10),
uj resource utilization by cloud instance j, and k; � are

constants defined by the service provider based on
the market economics. k is the scaling factor which
determines the marginal price of the cloud instance
and � is the penalty multiplier to ensure a balance

TABLE 3
Symbols Used in the Economic Model
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between the utilized and available resource.
Since we do not cover the market economics of
cloud services, we do not include details on
how to determine these constants.

The price per cloud instance (11) ensures the following:

1. The service provider is not burdened by the cost of
running the service in terms of license fee, mainte-
nance etc. This cost is split equally across the
deployed cloud instances and is captured in the
price per instance ð�Þ.

2. When the resource utilization is low, the correction
factor recorded by ðC�

P
ujÞ is high, hence the

price of the instance is reduced. This encourages
consumers to avail the cloud service in terms of
number of instances or increased instance capacity.

3. When the resource utilization is high, the correction
factor is near zero, hence the price per instance is the
actual cost of operation. This being the case, the
consumers are discouraged from demanding more
instances and/or capacity.

4. The consumers are charged appropriately for the
resource utilization (via the instances owned by them).

The time of operation is divided into equal time
intervals called time slots for the purpose of sampling
service utilization in the cloud infrastructure and the
utilization by an individual consumer. The time slot
granularity is so defined that the price specification time
of the power grid is an integral multiple of the time slot
specified in the metering module. The other constraint to be
considered while selecting the time slot is that the amount
of load generated on the system due to monitoring is
minimal. For instance, if T is the time interval at which
power prices are updated by the electricity service
provider, we can express the condition above mathemat-
ically as, T ¼ � � t, where � is some integer constant.

The billing amount is computed as a summation of the
instantaneous pricing obtained in (11) for each cloud
instance. The total bill amount for a cloud instance j is
obtained as:

Billj ¼
X
t

pðj;tÞ (12)

where, pðj;tÞ is the operational price at time t for instance j
from (11).

5 IMPLEMENTATION

Resource monitoring of both the cloud instances and the
underlying hardware is necessary for the metering mech-
anism described in the system model. For the purpose of
monitoring the resource utilization of the cloud instances,
we can use the hypervisor counters provided by the
various vendors like Microsoft HyperV [52]. Standalone
enterprise monitoring tools like Hyperic SIGAR [53] can
also be employed for the purpose of resource usage
monitoring of the cloud instances. Any of the established

enterprise data center monitoring tools like Hyperic [54]
or Nagios [55] can be used to monitor the data center
equipment resource utilization.

Generation of billing information follows directly from
the cost model and the resource utilization. Once the billing
interval is specified, the number of time intervals of
operation is determined. For each such interval, the bill
amount is calculated as presented in (11). The total bill is
then calculated as the summation of these values.

Algorithm 1 depicts the resource utilization monitoring.
The two components of the algorithm are infrastructure
monitoring (lines 9-16) and deployed cloud instance
monitoring (lines 1-8) respectively. Since monitoring is a
continual operation, the process is represented in the while
block. Usage data are collected from either the infrastruc-
ture components or the deployed cloud instances (proce-
dure listed in lines 20-22) and saved into the application
database (lines 17-19) for further use by the prediction and
bill calculation modules.

Algorithm 2 details the calculation of the bill for every
cloud instance deployed. For the calculation of an instance
level bill, the stored resource utilization of the particular
cloud instance is retrieved from the application database
(lines 11-13). The power consumption of an individual VMs
is calculated using (6). The instantaneous price for the
instance is calculated as per (11). For the given time interval
(e.g., daily, weekly or monthly), the total bill is calculated
using (12). The cost of operation of the cloud service is
calculated as in (10). This is internal to the calculation of
instantaneous price. The process of calculating the bill
amount is repeated for all instances deployed on the cloud
infrastructure (lines 2-8).
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6 RESULTS

For the purpose of testing the model proposed, a Eucalyp-
tus [56] cloud was set up on x86-64 based machines
running Ubuntu Linux. We used four Intel i7 quad core
machines for node servers and one Intel Core2Duo
machine for the cloud controller and storage controller.
Another dedicated Intel Core2Duo-based desktop machine
was used as a client. A setup similar to the schematic
representation of a cloud as shown in Fig. 1 was realized.

Standard Ubuntu images [57] were deployed on the
cloud instances. The resource utilization of the cloud
instances were recorded using off-the-shelf monitoring
tools like the Hyperic monitoring framework and the
Hyperic SIGAR framework. Cloud instances were loaded
using the Apache web server [58] and MySQL database
[59]. To induce additional load on the infrastructure,
artificial load generating processes were introduced on
the nodes. The configurations of the load-generating
processes were varied to change the infrastructure utiliza-
tion as desired.

As a part of the test, the input cost of electricity was
varied based on the data available from the real-time

electricity supply charges provided by PJM Interconnec-
tion LLC [60]. Variation in the electricity cost provided as
input to the metering application is shown in Fig. 3. This
graph corresponds to the electricity cost from 0800 hrs to
1900 hrs on 30 May 2012. The data collection interval was
10 minutes. These data were obtained by PJM [60] for the
Eastern Interconnection Grid of the United States.

For purposes of evaluation, we deployed four work-
loads on individual instances. We refer to them as
WL1;WL2;WL3, and WL4 in this work. These workloads
are representative of generic cloud workload profiles: WL1
and WL3 are compute-intensive workloads and reach peak
utilization frequently, hence their power consumption is
also high (results are based on the power model described
in Section 3). However WL2 and WL4 have low-moderate
resource demand mostly and have occasional spikes in the
utilization. Their power consumption also follows a similar
pattern as the resource utilization. The characteristics of the
workload are depicted in Fig. 4.

A plot representing the overall system resource utiliza-
tion is shown in Fig. 5. The straight line in the graph
indicates the cloud’s capacity. It was noted during the
evaluation that the responsiveness of the infrastructure is
within acceptable limits until the load average reached a
value of 3 per compute core. Hence considering the cloud
setup in our deployment had 16 cores, the cloud capacity
is capped at 48. When the utilization is beyond the capacity,
a penalty price is charged to the consumer and the
corresponding price for that peak period increases. This is
captured while calculating the instantaneous price in (11).

The cost of operation represented in (10) tracks the input
electricity cost. It also considers the total power consumption

Fig. 3. Electricity cost input to the system (between 0800h and 1900h on
30 May 2012).

Fig. 4. Utilization pattern of the workloads.

Fig. 5. Overall system resource utilization.
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of the infrastructure ðPcloudÞ. The variation in cost of operation
as per input electricity cost is shown in Fig. 6. It may be noted
that the two curves in the graph are at different scales. The cost
of the input electricity is represented by the continuous line
and the corresponding scale is the left-y-axis and the cost of
operation (represented by the dotted lines) is according to
the scale on the right-y-axis. One may notice that there are
peaks in the cost of operation between 1040 hrs to 1120 hrs.
This is attributable to the peaks in the power consumption
during this time period (Fig. 5). Similarly the valleys in the
cost of operation between 1500 hrs to 1540 hrs can be
attributed to both the factors of lower electricity cost and
low cloud resource utilization. It is interesting to note that
between 1720 hrs and 1740 hrs, even though there is a valley
in the electricity cost, the overall cost of operation has a
peak, owing to the fact that there was a peak in the cloud
resource utilization during the period.

Pricing for the cloud service was calculated as indicated
in (11). The result of the variations in service pricing due to
varying cost of electricity were recorded. This is repre-
sented in Fig. 7. The data range represented in the graph is
a snapshot of 11 hours duration from the test period. It
indicates the variation of the output price for the duration
of 11 hours corresponding to the changes in the input cost
of electricity. It is evident that the price of cloud services
increase as the resource utilization increases. This follows
from (11), where the term �ðC�

P
j ujÞ is the balance

factor. As utilization increases, the balance factor reduces
in (11) and the price of service increases. Thus, increased
power consumption results in an increased price of the
cloud service. Also it can be noted that the balance factor

significantly reduces when the overall resource utilization
of the infrastructure is low. This reduces the service price,
thus encouraging the consumers to avail of additional
instances or resources.

The resource utilization of the cloud instances were
monitored and the bill generated as per (12). Based on the
resource utilization of the cloud instance and the total
utilization of infrastructure resources, a sample itemized
bill per running instance in the test setup was generated.
This bill captures the cloud instances in consideration, their
power utilization and the price to be paid by the consumer
who owns the cloud instances. The itemized power
consumption for four cloud workloads and the billed price
for each of them is listed in Table 4.

There was a noticeable variation in the cloud instance
price in accordance with the resource utilization. This is as
per the expected behavior based on the cost model and the
pricing scheme proposed. As discussed earlier, utilization
directly affects the power consumption. The cost of the
cloud service varies with the power consumption. The
utilization data and the corresponding price of the cloud
service were calculated as per the varying electricity cost.
The graph in Fig. 8 represents the variation of price with
utilization over a subset of the entire test data.

Based on the tests performed, the following can be inferred:

. As the input cost of electricity changes, the cost of
operation of the cloud service changes correspond-
ingly. Hence the price charged to the consumer
varies. The impact of a high utilization on the
infrastructure is directly observed in the output
price, i.e., the price levied on the customer.

Fig. 7. Variation of the service price in accordance to the change in input
cost of electricity and utilization.

TABLE 4
Itemized Listing of Power Consumption & Billed Price on the

Day of Observation

Fig. 8. Variation of cloud service price in accordance with utilization and
electricity price.

Fig. 6. Variation of the cost of operation of cloud service in accordance to
the change in input cost of electricity.
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. When the utilization of the infrastructure is below a
certain level as determined by the service provider,
there is a minimal price levied on the consumer. This
price accounts for the idle time of the infrastructure as
well as fixed and amortized costs. This follows directly
from (10) where a base operational cost is accounted for.

. The system model described here provides for a
metering mechanism which is power-aware.

In order to compare the performance of the metering
mechanism described here, we used two different power
models [20], [42]. The motivation of this exercise was to
determine if the metering varies drastically with using
different power models for the infrastructure hosting the
cloud. We obtained a plot of the variation of price of the
infrastructure by holding the cost of electricity constant.
We applied two different power models to individual
workloads for the same sets of utilization values logged.
The results of this experiment were not surprising. The
metering mechanism picked up the individual power
models and determined the price of the service. The plots
are shown in Fig. 9. As can be seen in the plot, the metering
mechanism is independent of the power model used. The
advantage of this modularity is that, our metering mech-
anism can be used with any power model suitable to the
cloud hosting environment.

7 CONCLUSION

An effective relationship between input electricity cost,
cloud resource utilization, and individual utilization of
cloud consumers is obtained in the proposed model of
power-aware cloud metering. Using this relation, dynamic
pricing of the cloud services based on the utilization of the
cloud infrastructure and input electricity cost is achieved.

Based on this dynamic pricing information, a varying tariff
model for the cloud services is obtained in this work.

Specifically, the following goals are met in our work.

. Arrive at a power consumption model for the cloud
instances.

. Develop a cost model for cloud service which is aligned
with electricity pricing provided by a smart grid.

. Price the cloud service based on the input cost of
electricity.

Our metering mechanism enables cloud computing infra-
structures to directly work with smart grids by monitoring the
power usage and helping the CIO enforce policies to charge
consumers appropriately for the power consumed.

Our work thus has relevance in the context of cloud
servicesVespecially infrastructure-as-a-service (IaaS)V
which need to operate in the presence of dynamic electricity
prices and new and forthcoming smart grid technologies.

An analysis of the impact of dynamic pricing can be per-
formed to provide a comparison between the current service
pricing mechanisms and the dynamic pricing we propose.
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